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Version 1.2
Before You Begin

Estimated time to complete this lab

90 minutes
Objectives

After completing this lab, you will be able to:

· Create a partitioned table.
· Create partition-aligned indexed views.
· Implement a sliding window scenario to switch data to an archive table.

Prerequisites

Before working on this lab, you must have:

· Experience of using Transact-SQL to create database objects in a Microsoft® SQL Server® database.
Lab Setup

Lab scenario
Adventure Works Cycles has several very large tables in its data warehouse. To improve the storage of this data, you have decided to partition the tables across several filegroups. This enables you to control underlying disk storage.
When you partition the tables across several filegroups, you want to increase the functionality and improve the performance of your solution. Rather than striping the data arbitrarily across filegroups, you have decided to allocate data based on order date. This improves backup and restore speeds because you modify only the filegroup with the most recent data. Furthermore, you can periodically archive filegroups to remove historical data to another table and keep the active table to a manageable size.
Virtual PC

This lab makes use of Microsoft Virtual PC 2007, which is an application that allows you to run multiple virtual computers on the same physical hardware. During the lab, you will use a virtual machine running Windows Server® 2003.
Before you start the lab, familiarize yourself with the following basics of Virtual PC:

· To switch the focus for your mouse and keyboard to the virtual machine, click inside the virtual machine window.

· To remove the focus from a virtual machine, move the mouse pointer outside the virtual machine window.

· To mimic the CTRL+ALT+DELETE key combination inside a virtual machine, use RIGHT-ALT+DELETE. In Virtual PC, the RIGHT-ALT key is called the host key.

· To enlarge the size of the virtual machine window, drag the lower-right corner of the window as seen in the screenshot.
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· To switch to and from full-screen mode, press RIGHT-ALT+ENTER.
Computers in this lab

This lab uses one computer as described in the following table. Before you begin the lab, you must start the virtual machines and then log on to the computer. In each exercise, you only have to start the virtual machine that is needed.

	Virtual Machine
	Computer Name
	User Name
	Password

	SQL Server 2008 HOLs
	MIAMI
	Student
	Pa$$w0rd


Start the virtual machine

1. Launch Microsoft Virtual PC from the Start menu or desktop. If the Virtual PC console does not appear, double-click its icon in the notification area.
2. Select SQL Server 2008 HOLs, and then click Start.

3. When the virtual server is running, in the virtual server window, on the Action menu, click Ctrl+Alt+Del (or press RIGHT-ALT+DELETE on your keyboard) to send a CTRL+ALT+DEL sequence to the logon dialog box within the virtual server window.
4. Type the following information, and then click OK:

· User name: Student
· Password: P@ssw0rd
Exercise 1: Creating a Partitioned Table
In this exercise, you will create a partitioned data warehouse fact table. Very large tables often require data to be stored over several disk volumes. SQL Server tables cannot be placed in specific files. However, filegroups can be placed on files and tables can be assigned to filegroups. This enables you to control the storage of data in very large tables in SQL Server. Furthermore, if a table spans several filegroups, it can be useful to define which data is placed on which filegroup. Partitioning functions provide this functionality by horizontally splitting tables based on the value in a particular column.
Create a new SQL Server scripts project
5. Start SQL Server Management Studio.

6. In the Connect to Server dialog box, click Connect after verifying the following settings:
· Server type: Database Engine

· Server name: (local)

· Authentication: Windows Authentication

7. On the File menu, point to New, and then click Project.

8. Ensure that SQL Server Scripts is selected, and then enter the following settings:

· Name: Partition Processing

· Location: C:\SQLHOLs\Partitioning\Starter
· Solution Name: Partition Processing
9. Ensure that Create directory for solution is checked, and then click OK.

10. In Solution Explorer, right-click Connections, and then click New Connection.

11. In the Connect to Server dialog box, click OK after verifying the following settings:
· Server name: (local)

· Authentication: Windows Authentication
Create filegroups and files
12. In Solution Explorer, right-click the connection, and then click New Query.
13. Right-click SQLQuery1.sql, and then click Rename.

14. Type Files and Filegroups.sql and then press ENTER.

15. Type the following code.
USE [master]
ALTER DATABASE [AdventureWorksDW] ADD FILEGROUP [fg2001]

GO
ALTER DATABASE [AdventureWorksDW] ADD FILEGROUP [fg2002]

GO
ALTER DATABASE [AdventureWorksDW] ADD FILEGROUP [fg2003]

GO
ALTER DATABASE [AdventureWorksDW] ADD FILEGROUP [fg2004]

GO
ALTER DATABASE [AdventureWorksDW] ADD FILE

(NAME = N'AdventureWorksDW_Data2001',

FILENAME = N'C:\Program Files\Microsoft SQL Server\MSSQL.1\MSSQL\DATA\AdventureWorksDW_Data2001.ndf',

SIZE = 2048KB , FILEGROWTH = 1024KB ) TO FILEGROUP [fg2001]

GO
ALTER DATABASE [AdventureWorksDW] ADD FILE

(NAME = N'AdventureWorksDW_Data2002',

FILENAME = N'C:\Program Files\Microsoft SQL Server\MSSQL.1\MSSQL\DATA\AdventureWorksDW_Data2002.ndf',

SIZE = 2048KB , FILEGROWTH = 1024KB ) TO FILEGROUP [fg2002]

GO
ALTER DATABASE [AdventureWorksDW] ADD FILE

(NAME = N'AdventureWorksDW_Data2003',

FILENAME = N'C:\Program Files\Microsoft SQL Server\MSSQL.1\MSSQL\DATA\AdventureWorksDW_Data2003.ndf',

SIZE = 2048KB , FILEGROWTH = 1024KB ) TO FILEGROUP [fg2003]

GO
ALTER DATABASE [AdventureWorksDW] ADD FILE

(NAME = N'AdventureWorksDW_Data2004',

FILENAME = N'C:\Program Files\Microsoft SQL Server\MSSQL.1\MSSQL\DATA\AdventureWorksDW_Data2004.ndf',

SIZE = 2048KB , FILEGROWTH = 1024KB ) TO FILEGROUP [fg2004]

GO
16. Click Execute.
Create a partition function
17. In Solution Explorer, right-click the connection, and then click New Query.
18. Right-click SQLQuery1.sql, and then click Rename.
19. Type Create Partition Function.sql and then press ENTER.
20. Type the following code.
USE AdventureWorksDW

CREATE PARTITION FUNCTION pf_OrderDateKey(int)
AS RANGE RIGHT

FOR VALUES(185,550)
GO

21. Click Execute.

Note: Partitioning functions provide the boundaries between two filegroups. In this case, the values are the keys for January 1st.

Create a partition scheme
22. In Solution Explorer, right-click the connection, and then click New Query.
23. Right-click SQLQuery1.sql, and then click Rename.

24. Type Create Partition Scheme.sql and then press ENTER.

25. Type the following code.
USE AdventureWorksDW

CREATE PARTITION SCHEME ps_OrderDateKey

AS PARTITION pf_OrderDateKey

TO (fg2001,fg2002,fg2003,fg2004)
GO

26. Click Execute.
Note: Although there are only two boundaries listed in the partition function, there are four filegroups listed in the partitioning function. The fourth filegroup is provided as the next filegroup to be used for future filegroup splits.
Create a partitioned table
27. In Solution Explorer, right-click the connection, and then click New Query.
28. Right-click SQLQuery1.sql, and then click Rename.

29. Type Create Table.sql and then press ENTER.

30. Type the following code.
USE AdventureWorksDW

CREATE TABLE [dbo].[FactInternetSalesPartitioned]

(

[InternetSalesID] [int] IDENTITY(1,1) NOT NULL,

[ProductKey] [int] NOT NULL,


[OrderDateKey] [int] NOT NULL,


[DueDateKey] [int] NOT NULL,


[ShipDateKey] [int] NOT NULL,


[CustomerKey] [int] NOT NULL,


[PromotionKey] [int] NOT NULL,


[CurrencyKey] [int] NOT NULL,


[SalesTerritoryKey] [int] NOT NULL,


[SalesOrderNumber] [nvarchar](20) NOT NULL,


[OrderQuantity] [smallint] NULL,


[UnitPrice] [money] NULL,


CONSTRAINT [PK_ FactInternetSalesPartitioned] PRIMARY KEY CLUSTERED


(


[InternetSalesID],

[ProductKey],


[OrderDateKey],


[DueDateKey],


[ShipDateKey],


[CustomerKey],


[PromotionKey],


[CurrencyKey],


[SalesTerritoryKey]

)
)

ON ps_OrderDateKey(OrderDateKey)

GO

31. Click Execute.
Insert data into the partitioned table
32. In Solution Explorer, right-click the connection, and then click New Query.
33. Right-click SQLQuery1.sql, and then click Rename.

34. Type Load Data.sql and then press ENTER.

35. Type the following code.
USE AdventureWorksDW
INSERT INTO [dbo].[FactInternetSalesPartitioned]
(

[ProductKey],


[OrderDateKey],


[DueDateKey],


[ShipDateKey],


[CustomerKey],


[PromotionKey],


[CurrencyKey],


[SalesTerritoryKey],


[SalesOrderNumber],


[OrderQuantity],


[UnitPrice]

)
SELECT

[ProductKey],


[OrderDateKey],


[DueDateKey],


[ShipDateKey],


[CustomerKey],


[PromotionKey],


[CurrencyKey],


[SalesTerritoryKey],


[SalesOrderNumber],


[OrderQuantity],


[UnitPrice]
FROM [dbo].[FactInternetSales]
GO

36. Click Execute.
View the partitioned data

37. In Solution Explorer, right-click the connection, and then click New Query.

38. Right-click SQLQuery1.sql, and then click Rename.

39. Type View Partitioned Data.sql and then press ENTER.

40. Type the following code.
USE AdventureWorksDW

SELECT
ProductKey, 


OrderDateKey,


$PARTITION.pf_OrderDateKey (OrderDateKey) AS PartitionNo

FROM FactInternetSalesPartitioned

GO

SELECT $PARTITION.pf_OrderDateKey (OrderDateKey) AS PartitionNo, 

COUNT(*) AS Rows FROM FactInternetSalesPartitioned 

GROUP BY $PARTITION.pf_OrderDateKey (OrderDateKey)
ORDER BY PartitionNo
GO
41. Click Execute.
42. When the query has completed, view the results.
Note: The first result set shows the product key and order date key for each row in the table together with the partition that the row is stored in.
The second result set shows the number of rows in each partition.

43. Keep SQL Server Management Studio open for the next exercise.

Exercise 2: Creating Partition-Aligned Indexed Views
In this exercise, you will create partition-aligned indexed views. Indexes can contain data from all rows in a table removing some of the benefits of partitioning, but partition-aligned views can be created and indexes can be created on these. These partition-aligned indexes can then be used regardless of whether the query explicitly uses the view.
Create partition-aligned views
44. In Solution Explorer, right-click the connection, and then click New Query.
45. Right-click SQLQuery1.sql, and then click Rename.

46. Type Create Views.sql and then press ENTER.

47. Type the following code.
USE AdventureWorksDW

GO
CREATE VIEW vw_InternetSales2001

WITH SCHEMABINDING

AS

SELECT


[InternetSalesID],


[ProductKey],


[FullDateAlternateKey] as OrderDate,

[fisp].[OrderDateKey],

[SalesOrderNumber],


[OrderQuantity],


[UnitPrice]

FROM [dbo].[FactInternetSalesPartitioned] AS fisp

INNER JOIN [dbo].[DimTime] AS dt ON [fisp].[OrderDateKey]=[dt].[TimeKey]
WHERE [DueDateKey]<185

GO
CREATE VIEW vw_InternetSales2002
WITH SCHEMABINDING

AS

SELECT


[InternetSalesID],


[ProductKey],


[FullDateAlternateKey] as OrderDate,
[fisp].[OrderDateKey],

[SalesOrderNumber],


[OrderQuantity],


[UnitPrice]

FROM [dbo].[FactInternetSalesPartitioned] AS fisp

INNER JOIN [dbo].[DimTime] AS dt ON [fisp].[OrderDateKey]=[dt].[TimeKey]
WHERE [DueDateKey] BETWEEN 185 AND 549
GO
CREATE VIEW vw_InternetSales2003
WITH SCHEMABINDING

AS

SELECT


[InternetSalesID],


[ProductKey],


[FullDateAlternateKey] as OrderDate,


[fisp].[OrderDateKey],

[SalesOrderNumber],


[OrderQuantity],


[UnitPrice]

FROM [dbo].[FactInternetSalesPartitioned] AS fisp

INNER JOIN [dbo].[DimTime] AS dt ON [fisp].[OrderDateKey]=[dt].[TimeKey]
WHERE [DueDateKey]>549
GO

48. Click Execute.
Create indexes
49. In Solution Explorer, right-click the connection, and then click New Query.
50. Right-click SQLQuery1.sql, and then click Rename.

51. Type Create Indexes.sql and then press ENTER.

52. Type the following code.
USE AdventureWorksDW

GO
CREATE UNIQUE CLUSTERED INDEX idx_CL_vw_InternetSales2001
on [dbo].[vw_InternetSales2001]
(

[OrderDateKey] ASC,

[InternetSalesID] ASC,
[ProductKey] ASC,


[OrderDate] ASC,


[SalesOrderNumber] ASC,


[OrderQuantity],


[UnitPrice])
ON ps_OrderDateKey(OrderDateKey)

GO

CREATE UNIQUE CLUSTERED INDEX idx_CL_vw_InternetSales2002
on [dbo].[vw_InternetSales2002]
(

[OrderDateKey] ASC,

[InternetSalesID] ASC,
[ProductKey] ASC,


[OrderDate] ASC,


[SalesOrderNumber] ASC,


[OrderQuantity],


[UnitPrice])
ON ps_OrderDateKey(OrderDateKey)

GO

CREATE UNIQUE CLUSTERED INDEX idx_CL_vw_InternetSales2003
on [dbo].[vw_InternetSales2003]
(

[OrderDateKey] ASC,

[InternetSalesID] ASC,
[ProductKey] ASC,


[OrderDate] ASC,


[SalesOrderNumber] ASC,


[OrderQuantity],


[UnitPrice])
ON ps_OrderDateKey(OrderDateKey)

GO

53. Click Execute.

View a query execution plan

54. In Solution Explorer, right-click the connection, and then click New Query.

55. Right-click SQLQuery1.sql, and then click Rename.

56. Type View Execution Plan.sql and then press ENTER.

57. Type the following code.
USE AdventureWorksDW

SELECT ProductKey, OrderQuantity

FROM vw_InternetSales2003

WHERE OrderDate BETWEEN '01/01/2003' AND '06/06/2003'
GO

58. On the toolbar, click Display Estimated Execution Plan.
59. In the resulting execution plan, verify that the idx_CL_vw_InternetSales2003 partitioned index is selected by the query optimizer.
Note: The optimizer chooses the smaller view index rather than the larger table index. Partition-aligned indexed views can be used to improve performance on systems with partitioned tables.

60. Keep SQL Server Management Studio open for the next exercise.
Exercise 3: Implementing a Sliding Window Scenario
In this exercise, you will implement a sliding window scenario by switching partitions into and out of the table. In the majority of systems, the most frequently used data is the most recent data. In very large tables, it is useful to periodically archive the oldest data to improve performance. It is also necessary to create space for new data. By using the SPLIT, SWITCH, and MERGE capabilities of partitioned tables in SQL Server 2008, you can perform archiving tasks extremely quickly.
Create a partition function for an archive table
61. In Solution Explorer, right-click the connection, and then click New Query.
62. Right-click SQLQuery1.sql, and then click Rename.
63. Type Create Archive Partition Function.sql and then press ENTER.
64. Type the following code.
USE AdventureWorksDW

CREATE PARTITION FUNCTION pf_OrderDateKeyArchive(int)

AS RANGE RIGHT

FOR VALUES(185)

GO

65. Click Execute.

Create a partition scheme for an archive table
66. In Solution Explorer, right-click the connection, and then click New Query.
67. Right-click SQLQuery1.sql, and then click Rename.

68. Type Create Archive Partition Scheme.sql and then press ENTER.

69. Type the following code.
USE AdventureWorksDW

CREATE PARTITION SCHEME ps_OrderDateKeyArchive

AS PARTITION pf_OrderDateKeyArchive

TO (fg2001,fg2002,fg2003)
GO

70. Click Execute.
Create a partitioned table for archive data
71. In Solution Explorer, right-click the connection, and then click New Query.
72. Right-click SQLQuery1.sql, and then click Rename.

73. Type Create Archive Table.sql and then press ENTER.

74. Type the following code.
USE AdventureWorksDW

CREATE TABLE [dbo].[FactInternetSalesArchive]

(

[InternetSalesID] [int] IDENTITY(1,1) NOT NULL,

[ProductKey] [int] NOT NULL,


[OrderDateKey] [int] NOT NULL,


[DueDateKey] [int] NOT NULL,


[ShipDateKey] [int] NOT NULL,


[CustomerKey] [int] NOT NULL,


[PromotionKey] [int] NOT NULL,


[CurrencyKey] [int] NOT NULL,


[SalesTerritoryKey] [int] NOT NULL,


[SalesOrderNumber] [nvarchar](20) NOT NULL,


[OrderQuantity] [smallint] NULL,


[UnitPrice] [money] NULL,


CONSTRAINT [PK_ FactInternetSalesArchive] PRIMARY KEY CLUSTERED


(


[InternetSalesID],

[ProductKey],


[OrderDateKey],


[DueDateKey],


[ShipDateKey],


[CustomerKey],


[PromotionKey],


[CurrencyKey],


[SalesTerritoryKey]

)
)

ON ps_OrderDateKeyArchive(OrderDateKey)

GO

75. Click Execute.
View the partitioned data
76. In Solution Explorer, right-click the connection, and then click New Query.
77. Right-click SQLQuery1.sql, and then click Rename.
78. Type View Archive Data.sql and then press ENTER.
79. Type the following code.
USE AdventureWorksDW

GO

SELECT * FROM [dbo].[vw_InternetSales2001]

GO

SELECT * FROM [dbo].[FactInternetSalesArchive]

GO

80. Click Execute.

Notice that there is data for the year 2001 in the FactInternetSalesPartitioned table but no data in the FactInternetSalesArchive table.
Split the archive partition function to create an empty partition
81. In Solution Explorer, right-click the connection, and then click New Query.
82. Right-click SQLQuery1.sql, and then click Rename.
83. Type Alter Archive Partition Function.sql and then press ENTER.
84. Type the following code.
USE AdventureWorksDW

ALTER PARTITION FUNCTION pf_OrderDateKeyArchive()

SPLIT RANGE(550)

GO

85. Click Execute.

Note: By using SPLIT, you can create an extra boundary in the partition function.

Switch data to the empty partition in the archive table
86. In Solution Explorer, right-click the connection, and then click New Query.
87. Right-click SQLQuery1.sql, and then click Rename.
88. Type Switch Partition.sql and then press ENTER.
89. Type the following code.
USE AdventureWorksDW

ALTER TABLE FactInternetSalesPartitioned SWITCH PARTITION 1 TO FactInternetSalesArchive PARTITION 1

GO

90. Click Execute.

Note: By using SWITCH, you can move data from a partition in one table to a partition in another. This can occur very quickly as there may be no actual data movement.

Merge the partition functions
91. In Solution Explorer, right-click the connection, and then click New Query.
92. Right-click SQLQuery1.sql, and then click Rename.
93. Type Merge Partition.sql and then press ENTER.
94. Type the following code.
USE AdventureWorksDW

ALTER PARTITION FUNCTION pf_OrderDateKey() MERGE RANGE(185)

GO

ALTER PARTITION FUNCTION pf_OrderDateKeyArchive () MERGE RANGE(185)

GO

95. Click Execute.

Note: By using MERGE, you can remove boundaries from partition functions.

Split the partition function to create a partition for new data
96. In Solution Explorer, right-click the connection, and then click New Query.
97. Right-click SQLQuery1.sql, and then click Rename.
98. Type Split Partition.sql and then press ENTER.
99. Type the following code.
USE AdventureWorksDW

ALTER PARTITION FUNCTION pf_OrderDateKey() SPLIT RANGE(915)

GO

100. Click Execute.
View the partitioned data 

101. Return to the View Archive Data.sql query window.
102. Click Execute.

103. Notice that there is no data for the year 2001 in the FactInternetSalesPartitioned table, but there is data in the FactInternetSalesArchive table.

Note: By using the sliding windows method, you have moved data to an archive table and provided a new partition function boundary for the next year’s data.

104. Close SQL Server Management Studio. Do not save your work if prompted.

105. Close Virtual PC and discard changes.
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